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What are causal Bayesian networks?
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Humanity is impressive

bit.ly/noMagnetRosetta   Auster, Hans-Ulrich, et al. "The nonmagnetic nucleus of comet 
67P/Churyumov-Gerasimenko." Science (2015): aaa5102. 
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The power of causal theories
Causal theories subsume other paradigms: 
Dynamic Bayesian Networks (DBNs) 

Continuous Time Bayesian Networks (CTBNs) 

Markov-Modulated Poisson Processes (MMPPs) 

Poisson Cascades 

Hierarchical Bayesian Models (HBMs) 
⋮



But with great power …

comes great inference difficulties.

First, we deal with the representational framework,  
we’ll leave inference for another day.



What makes a causal theory?
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What makes a causal theory?

Ontology: Entity types, Properties, Relations

Plausible Relations: Prior for Structures

Functional Form: Kinds of relations



Tenenbaum, 2007b; Tenenbaum & Griffiths, 2003; Tenenbaum &
Niyogi, 2003).

To provide some concreteness to our formalism for expressing
causal theories, we consider a specific example throughout. Many
empirical studies of causal induction (e.g., Buehner & Cheng,
1997; Buehner, Cheng, & Clifford, 2003; Lober & Shanks, 2000)
use medical scenarios, such as evaluating the influence of chem-
icals on gene expression. These studies typically examine learning
about a single causal relationship, such as whether injecting a
particular chemical into mice causes them to express a particular
gene. While simple, even these settings have enough structure that
we can identify a nontrivial theory expressing prior knowledge that
influences causal learning in this domain. We introduce our gen-
eral framework in this simplest setting and then move to more
complex settings, where richer prior knowledge allows learning
from sparser data.

The first component of a theory, the ontology, identifies the
types of entities that exist in a domain,3 the number of entities of
each type (or a distribution over this number), and the predicates
that can be used to describe these entities. Such an ontology is far
more limited than the kinds of ontologies considered in philosophy
or computer science but is sufficient to express constraints on
causal induction. In our example, where participants discover
whether chemicals cause genes to be expressed in mice, there are
three types of entities: Chemical, Gene, and Mouse. Any entity in
the domain must belong to one of these three types. The number of
entities of each type can either be stipulated or treated as a random
variable drawn from a specific distribution. For example, we might
state that the number of chemicals (NC), the number of genes (NG),
and the number of mice (NM) are drawn independently from
distributions PC, PG, and PM, respectively, but leave these distri-
butions undefined—in many cases, NC, NG, and NM will be ap-
parent, and we need not be concerned about generating them. The
predicates defined on these types state which properties and relations
can take arguments of particular types, and what values those predi-
cates can take on. In the example, these would include
Injected(Chemical, Mouse), indicating that a particular chemical
was injected into a particular mouse, and Expressed(Gene, Mouse),
indicating that a particular gene was expressed in a particular mouse.
Both of these predicates are Boolean, being either true or false. This
ontology is summarized in Figure 2. The ontology required for this
example is relatively simple, but the kind of knowledge that people
have in other situations may be much more complex. For example,

an ontology could be hierarchical, with objects belonging to types
at multiple levels and predicates applying based upon the type at
each of those levels (Griffiths & Tenenbaum, 2007b).

The second component of an intuitive theory is a set of rules that
determine which causal relationships are plausible. These rules can
be based upon the types of the entities involved or the predicates
that apply to them. In the cases we consider, the rules will be based
purely on types.4 In our example, the structure of the problem is
such that injecting chemicals does not cause injections of other
chemicals, and neither does gene expression. The only relation-
ships with which we concern ourselves are those between chem-
icals and genes. Figure 2 states a rule by which the plausibility of
such relationships might be expressed, assigning a probability p to
the existence of a causal relationship between a particular chemical
and a particular gene, regardless of the mouse involved. All other
causal relationships have probability 0.

The final component of an intuitive theory is a statement of the
functional form that causal relationships are expected to possess.
This requires specifying a parameterization (or distribution over
parameterizations) for each predicate identified in the ontology.
For the example, we need to define the probability that a particular
mouse receives an injection of a particular chemical. This proba-
bility will not influence any of our subsequent analyses and thus is
not specified: The theory indicates that this is a Bernoulli event,
being true with some probability, but does not give the probability.
In contrast, Expressed(G,M) is identified as a Bernoulli event
with parameter !, where ! is computed using a noisy-OR function,
allowing each cause—in this case Injected(C,M) for some C—to
have an independent opportunity to influence the effect with
probability wi. The parameters wi are all assumed to be drawn from
a uniform distribution, reflecting a lack of expectations about the
strengths of the causes, and making our hypothesis space contain
a continuum of causal graphical models in which the strength of
the causal relationships varies between 0 and 1.

Generating a Hypothesis Space

The process by which a causal graphical model is generated
from a theory is as follows:

1. Generate variables. Sample the number of entities of
each type from the distribution specified in the Ontology.

3 The term type is used here in the technical sense associated with a
typed or many-sorted logic (e.g., Enderton, 1972). Types restrict quantifi-
ers and the application of predicates, with each predicate being applicable
only to entities of particular types.

4 Defining the rules based purely on type results in simpler theories.
More generally, we could allow predicates to play a role in determining
whether causal relationships are plausible. In fact, this is done implicitly
even when only type is used, since a typed logic can be reduced to standard
propositional logic by introducing predicates that indicate type (e.g.,
Enderton, 1972). Pursuing this strategy requires distinguishing between
predicates that participate in causal relationships and predicates that are
used just to determine the plausibility of those relationships. The former are
used to generate the variables of the causal graphical models, whereas the
latter define the prior probability of each model (see Griffiths & Tenen-
baum, 2007b, for an example of this).

Figure 2. Theory for causal induction from contingency data in a medical
setting.

672 GRIFFITHS AND TENENBAUM



Tenenbaum, 2007b; Tenenbaum & Griffiths, 2003; Tenenbaum &
Niyogi, 2003).

To provide some concreteness to our formalism for expressing
causal theories, we consider a specific example throughout. Many
empirical studies of causal induction (e.g., Buehner & Cheng,
1997; Buehner, Cheng, & Clifford, 2003; Lober & Shanks, 2000)
use medical scenarios, such as evaluating the influence of chem-
icals on gene expression. These studies typically examine learning
about a single causal relationship, such as whether injecting a
particular chemical into mice causes them to express a particular
gene. While simple, even these settings have enough structure that
we can identify a nontrivial theory expressing prior knowledge that
influences causal learning in this domain. We introduce our gen-
eral framework in this simplest setting and then move to more
complex settings, where richer prior knowledge allows learning
from sparser data.

The first component of a theory, the ontology, identifies the
types of entities that exist in a domain,3 the number of entities of
each type (or a distribution over this number), and the predicates
that can be used to describe these entities. Such an ontology is far
more limited than the kinds of ontologies considered in philosophy
or computer science but is sufficient to express constraints on
causal induction. In our example, where participants discover
whether chemicals cause genes to be expressed in mice, there are
three types of entities: Chemical, Gene, and Mouse. Any entity in
the domain must belong to one of these three types. The number of
entities of each type can either be stipulated or treated as a random
variable drawn from a specific distribution. For example, we might
state that the number of chemicals (NC), the number of genes (NG),
and the number of mice (NM) are drawn independently from
distributions PC, PG, and PM, respectively, but leave these distri-
butions undefined—in many cases, NC, NG, and NM will be ap-
parent, and we need not be concerned about generating them. The
predicates defined on these types state which properties and relations
can take arguments of particular types, and what values those predi-
cates can take on. In the example, these would include
Injected(Chemical, Mouse), indicating that a particular chemical
was injected into a particular mouse, and Expressed(Gene, Mouse),
indicating that a particular gene was expressed in a particular mouse.
Both of these predicates are Boolean, being either true or false. This
ontology is summarized in Figure 2. The ontology required for this
example is relatively simple, but the kind of knowledge that people
have in other situations may be much more complex. For example,

an ontology could be hierarchical, with objects belonging to types
at multiple levels and predicates applying based upon the type at
each of those levels (Griffiths & Tenenbaum, 2007b).

The second component of an intuitive theory is a set of rules that
determine which causal relationships are plausible. These rules can
be based upon the types of the entities involved or the predicates
that apply to them. In the cases we consider, the rules will be based
purely on types.4 In our example, the structure of the problem is
such that injecting chemicals does not cause injections of other
chemicals, and neither does gene expression. The only relation-
ships with which we concern ourselves are those between chem-
icals and genes. Figure 2 states a rule by which the plausibility of
such relationships might be expressed, assigning a probability p to
the existence of a causal relationship between a particular chemical
and a particular gene, regardless of the mouse involved. All other
causal relationships have probability 0.

The final component of an intuitive theory is a statement of the
functional form that causal relationships are expected to possess.
This requires specifying a parameterization (or distribution over
parameterizations) for each predicate identified in the ontology.
For the example, we need to define the probability that a particular
mouse receives an injection of a particular chemical. This proba-
bility will not influence any of our subsequent analyses and thus is
not specified: The theory indicates that this is a Bernoulli event,
being true with some probability, but does not give the probability.
In contrast, Expressed(G,M) is identified as a Bernoulli event
with parameter !, where ! is computed using a noisy-OR function,
allowing each cause—in this case Injected(C,M) for some C—to
have an independent opportunity to influence the effect with
probability wi. The parameters wi are all assumed to be drawn from
a uniform distribution, reflecting a lack of expectations about the
strengths of the causes, and making our hypothesis space contain
a continuum of causal graphical models in which the strength of
the causal relationships varies between 0 and 1.

Generating a Hypothesis Space

The process by which a causal graphical model is generated
from a theory is as follows:

1. Generate variables. Sample the number of entities of
each type from the distribution specified in the Ontology.

3 The term type is used here in the technical sense associated with a
typed or many-sorted logic (e.g., Enderton, 1972). Types restrict quantifi-
ers and the application of predicates, with each predicate being applicable
only to entities of particular types.

4 Defining the rules based purely on type results in simpler theories.
More generally, we could allow predicates to play a role in determining
whether causal relationships are plausible. In fact, this is done implicitly
even when only type is used, since a typed logic can be reduced to standard
propositional logic by introducing predicates that indicate type (e.g.,
Enderton, 1972). Pursuing this strategy requires distinguishing between
predicates that participate in causal relationships and predicates that are
used just to determine the plausibility of those relationships. The former are
used to generate the variables of the causal graphical models, whereas the
latter define the prior probability of each model (see Griffiths & Tenen-
baum, 2007b, for an example of this).

Figure 2. Theory for causal induction from contingency data in a medical
setting.

672 GRIFFITHS AND TENENBAUM

framework, consider different strategies that may manifest in the
data, and compare our model to a simple heuristic account.

Theory-Based Causal Induction

Buehner and Cheng (1997; see also Buehner, Cheng, & Clifford,
2003) conducted an experiment in causal induction from contin-
gency data using a medical scenario similar to that outlined in the
previous section: People were asked to rate how strongly they
thought the particular rays cause mutation on a scale from 0 (the
ray does not cause mutation at all) to 100 (the rays cause mutation
every time). Rays and viruses play roles that are directly analogous

to chemicals and genes in our example, and expectations about
their causal interactions can be captured using the same causal
theory. The experiment used a design in which 15 sets of contin-
gencies expressed all possible combinations of P(e!!c") and #P in
increments of .25. Experiments were conducted with both gener-
ative causes, for which C potentially increases the frequency of E,
and preventive causes, for which C potentially decreases the fre-
quency of E. The results of Buehner and Cheng (1997, Experiment
1B), which used generative causes, are shown in Figure 4.

The theory given in Figure 2 can be used to generate a hypoth-
esis space of causal models expressing the different kinds of
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Figure 3. Hypothesis spaces generated by the theory shown in Figure 2. The top of the figure shows the
hypothesis space for one chemical and one gene, which includes only two causal structures. With two chemicals
and two genes, the hypothesis space includes 16 causal structures, as shown in the lower portion of the figure.
In the graphs, C corresponds to Injected(C,M) for Chemical C and E corresponds to Expressed(G,M) for Gene
G, both for some mouse M. C1, C2, E1, and E2 should be interpreted similarly. p indicates the probability of a
causal relationship existing between a given chemical and gene, as outlined in the theory shown in Figure 2.
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framework, consider different strategies that may manifest in the
data, and compare our model to a simple heuristic account.

Theory-Based Causal Induction

Buehner and Cheng (1997; see also Buehner, Cheng, & Clifford,
2003) conducted an experiment in causal induction from contin-
gency data using a medical scenario similar to that outlined in the
previous section: People were asked to rate how strongly they
thought the particular rays cause mutation on a scale from 0 (the
ray does not cause mutation at all) to 100 (the rays cause mutation
every time). Rays and viruses play roles that are directly analogous

to chemicals and genes in our example, and expectations about
their causal interactions can be captured using the same causal
theory. The experiment used a design in which 15 sets of contin-
gencies expressed all possible combinations of P(e!!c") and #P in
increments of .25. Experiments were conducted with both gener-
ative causes, for which C potentially increases the frequency of E,
and preventive causes, for which C potentially decreases the fre-
quency of E. The results of Buehner and Cheng (1997, Experiment
1B), which used generative causes, are shown in Figure 4.

The theory given in Figure 2 can be used to generate a hypoth-
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Same Theory,  
many more graphs 

framework, consider different strategies that may manifest in the
data, and compare our model to a simple heuristic account.
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Figure 3. Hypothesis spaces generated by the theory shown in Figure 2. The top of the figure shows the
hypothesis space for one chemical and one gene, which includes only two causal structures. With two chemicals
and two genes, the hypothesis space includes 16 causal structures, as shown in the lower portion of the figure.
In the graphs, C corresponds to Injected(C,M) for Chemical C and E corresponds to Expressed(G,M) for Gene
G, both for some mouse M. C1, C2, E1, and E2 should be interpreted similarly. p indicates the probability of a
causal relationship existing between a given chemical and gene, as outlined in the theory shown in Figure 2.
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numpy & scipy
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←

How to generate structures? 
Graph enumeration with iterators and filters with generators

How to store class information and relations? 
Dictionaries as data attributes within NetworkX objects
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distributions over graphs.
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implementing causal theories.

Eventually this will allow us to do inference over 
the graphs themselves.
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explosion was the result of something else, they were asked to
write in a description of what they thought had happened. The first
two trials showed chain reactions. On the third trial, participants
saw the simultaneous explosion of several cans, as shown in
Figure 21b, without the delays characteristic of pressure waves
propagating from one can to the next. The number of cans used in
the final trial was varied, to see whether this had an effect on
people’s inferences.

Over 95% of participants correctly identified the causal chain in
the first two trials. For the third trial, the responses of people who
chose the third option, that something other than a causal chain or
spontaneous explosion had occurred, were coded by two raters.
The proportion of participants identifying a hidden cause behind
the simultaneous explosion is shown in Figure 22. There was a
statistically significant effect of NC: The number of cans influ-
enced whether people inferred hidden causal structure, with most
people seeing two simultaneously exploding cans as independent
but six such cans as causally related. This provides a compelling
illustration of the fact that people are able to infer hidden causes
from small samples—in this case, only a single observation—as
well as a challenge for computational models: How might such an
inference be explained?

Theory-Based Causal Induction

We can explain people’s inferences about Nitro X within the
theory-based causal induction framework. There are two aspects of
these inferences that require explanation: how people were able to
identify the causal structure as a chain reaction in the first two test
trials, and how they were able to infer a hidden cause in the third
test trial. Both of these aspects of human behavior can be ac-
counted for as Bayesian inferences informed by the causal theory
sketched in Figure 23. The ontology used in this theory has much
the same structure as the theory for the stick-ball machine (see
Figure 16), with the key difference being that rather than having a
set of discrete trials, the time at which events occur is a continuous
quantity. There is also a connection between the plausible relations
and functional form assumed by the two theories, although there
are important differences that reflect the physical structure of the
two systems.

The plausible relations identified by the theory are defined using
the same schema as in the stick-ball theory, but they differ in their
probabilities. For Nitro X, we know that the explosion of a can is
able to cause the explosion of any other can, and that each can is
able to explode spontaneously. As a consequence, links exist
between the ExplosionTime of any two cans and between the

ExplosionTime of each can and the ActivationTime of some
hidden cause. As with the stick-ball theory, the hidden cause
responsible for each can is selected in proportion to the number of
other cans that are currently influenced by that cause.

The functional form assumed by the theory expresses the same
qualitative commitments as the theory of the stick-ball machine
but translates these commitments into a domain where time is
continuous. The ActivationTime of a hidden cause follows an
exponential distribution with parameter !, which is the continuous
limit of the case where a hidden cause activates on each trial with
probability !, as in the stick-ball theory.15 The distribution of the
ExplosionTime of cans is similar to the movement of balls, except
that the causal relationship between cans is subject to a further
constraint: that there should be a delay between explosions com-
mensurate with the distance between cans. As with the stick-ball
theory, the assumptions of the Nitro X theory are consistent with
those of Newtonian physics: Cans do not explode without a cause
and are likely to explode when such a cause manifests itself.

We use a continuous version of the noisy-OR to define the
distribution of the ExplosionTime of each can. The time at which
the can explodes is assumed to be the time of the first arrival in a
nonhomogeneous Poisson process. This process defines some rate
function "(t) indicating the mean rate of arrivals at each point in
time t, with the probability of the first arrival occurring at time t!

being

P#first arrival at t!$ ! "#t!$exp%&!
0

t!

"#t$dt', (9)

where the integral takes into account the probability of the event
not occurring before time t!. We define the rate function of the
Poisson process, "(t), to be a mixture of delta functions

15 Here, we assume that each hidden cause can become active only once
for any set of cans. This is not a necessary assumption—Griffiths et al.
(2004) explained these results using a model in which hidden causes could
have multiple activations. This assumption produces the same qualitative
predictions as our account, but requires more complex mathematical anal-
ysis. As with the stick-ball theory, it is also possible to allow multiple
hidden causes to act on a single can.

(b)

(a)

Figure 21. Nitro X. (a) Four dormant cans, as displayed in the experiment
described in the text. (b) A simultaneous explosion.
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Figure 22. Causal induction from temporal coincidences. The proportion
of people who identify the presence of a hidden cause increases with the
number of cans that explode simultaneously, in accord with the predictions
of the theory-based Bayesian model (data from Griffiths et al., 2004).
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where wi and ti are the weight and time associated with the ith
cause, respectively. This formulation generalizes the noisy-OR, as
each cause has an independent opportunity to produce the effect
(see Griffiths & Tenenbaum, 2005, for details).

The hypothesis space generated by this theory with NC % 4 is
shown in Figure 24. The ActivationTime of a HiddenCause hi is
indicated with a variable Hi, and the ExplosionTime of a Can ci

is indicated with a variable Ci. All cans can influence the explo-
sions of other cans, in a generalization of the bidirectional rela-
tionship between A and B shown in Graph 3 of the hypothesis
space for stick-balls (see Figure 17). Likewise, all cans are influ-
enced by a hidden cause. The only difference between the graphs
shown in Figure 24 is the configuration of the hidden causes,
determining which cans will be correlated in their explosion times.
The 15 graphs shown in the figure correspond to all partitions of
four objects into different sets, where the objects are cans and all
cans within a set share a hidden cause. The distribution over these
partitions is provided by the Chinese restaurant process.

This theory can be used to explain how people are able to
identify the causal sequence responsible for a particular set of
explosions. If we assume that s is much larger than 1, then
P(Graph 0) is greater than the probability of any other graph, and
the data provide only evidence in support of this conclusion.
Consequently, to simplify our analysis we will outline how it
proceeds just in Graph 0. Under this causal structure, the first
explosion is always the consequence of a hidden cause becoming

active and is hence spontaneous. There are two possible explana-
tions for each subsequent explosion occurring at a time appropriate
to its distance from previous explosions: that it occurred sponta-
neously, or that it was caused by those previous explosions. Under
this model a set of NC appropriately spaced explosions is much
more probable under a causal chain than a spontaneous explosion
(see Griffiths, 2005, Appendix D, for a detailed proof).

Identifying a set of explosions as the consequence of a single
hidden common cause requires evaluating the posterior distribu-
tion over causal graphical models. In particular, it requires con-
cluding that some structure other than Graph 0 is appropriate.
Using the variable Cj to indicate the explosion time of the jth can,
the theory in Figure 23 gives the probability of a simultaneous
explosion (Cj % t for all j, denoted C % t) under Graph i as

P"C ! t"Graph i# ! &NC"' exp("'t)#k,

where k is the number of hidden causes influencing cans in Graph i.
The &NC results from the requirement that the NC cans all explode
at that moment, while the remainder of the expression is the
probability that the k hidden causes become active at that moment
(and not before). Combining this probability with the prior defined
by the theory, as shown in Figure 24, gives

P"Graph 0"C ! t# !
*NC

#
j%0

NC+1

" j # *#

,

Figure 23. Theory for coincidences in explosion times. ExplosionTime(C) is the time at which can C
explodes, and ActivationTime(H) the time at which a hidden cause becomes active. Cans can be caused
to explode by the hidden causes or by the explosion of other cans. , is the rate at which force propagates from
one explosion to the next.
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explosion was the result of something else, they were asked to
write in a description of what they thought had happened. The first
two trials showed chain reactions. On the third trial, participants
saw the simultaneous explosion of several cans, as shown in
Figure 21b, without the delays characteristic of pressure waves
propagating from one can to the next. The number of cans used in
the final trial was varied, to see whether this had an effect on
people’s inferences.

Over 95% of participants correctly identified the causal chain in
the first two trials. For the third trial, the responses of people who
chose the third option, that something other than a causal chain or
spontaneous explosion had occurred, were coded by two raters.
The proportion of participants identifying a hidden cause behind
the simultaneous explosion is shown in Figure 22. There was a
statistically significant effect of NC: The number of cans influ-
enced whether people inferred hidden causal structure, with most
people seeing two simultaneously exploding cans as independent
but six such cans as causally related. This provides a compelling
illustration of the fact that people are able to infer hidden causes
from small samples—in this case, only a single observation—as
well as a challenge for computational models: How might such an
inference be explained?

Theory-Based Causal Induction

We can explain people’s inferences about Nitro X within the
theory-based causal induction framework. There are two aspects of
these inferences that require explanation: how people were able to
identify the causal structure as a chain reaction in the first two test
trials, and how they were able to infer a hidden cause in the third
test trial. Both of these aspects of human behavior can be ac-
counted for as Bayesian inferences informed by the causal theory
sketched in Figure 23. The ontology used in this theory has much
the same structure as the theory for the stick-ball machine (see
Figure 16), with the key difference being that rather than having a
set of discrete trials, the time at which events occur is a continuous
quantity. There is also a connection between the plausible relations
and functional form assumed by the two theories, although there
are important differences that reflect the physical structure of the
two systems.

The plausible relations identified by the theory are defined using
the same schema as in the stick-ball theory, but they differ in their
probabilities. For Nitro X, we know that the explosion of a can is
able to cause the explosion of any other can, and that each can is
able to explode spontaneously. As a consequence, links exist
between the ExplosionTime of any two cans and between the

ExplosionTime of each can and the ActivationTime of some
hidden cause. As with the stick-ball theory, the hidden cause
responsible for each can is selected in proportion to the number of
other cans that are currently influenced by that cause.

The functional form assumed by the theory expresses the same
qualitative commitments as the theory of the stick-ball machine
but translates these commitments into a domain where time is
continuous. The ActivationTime of a hidden cause follows an
exponential distribution with parameter !, which is the continuous
limit of the case where a hidden cause activates on each trial with
probability !, as in the stick-ball theory.15 The distribution of the
ExplosionTime of cans is similar to the movement of balls, except
that the causal relationship between cans is subject to a further
constraint: that there should be a delay between explosions com-
mensurate with the distance between cans. As with the stick-ball
theory, the assumptions of the Nitro X theory are consistent with
those of Newtonian physics: Cans do not explode without a cause
and are likely to explode when such a cause manifests itself.

We use a continuous version of the noisy-OR to define the
distribution of the ExplosionTime of each can. The time at which
the can explodes is assumed to be the time of the first arrival in a
nonhomogeneous Poisson process. This process defines some rate
function "(t) indicating the mean rate of arrivals at each point in
time t, with the probability of the first arrival occurring at time t!

being

P#first arrival at t!$ ! "#t!$exp%&!
0

t!

"#t$dt', (9)

where the integral takes into account the probability of the event
not occurring before time t!. We define the rate function of the
Poisson process, "(t), to be a mixture of delta functions

15 Here, we assume that each hidden cause can become active only once
for any set of cans. This is not a necessary assumption—Griffiths et al.
(2004) explained these results using a model in which hidden causes could
have multiple activations. This assumption produces the same qualitative
predictions as our account, but requires more complex mathematical anal-
ysis. As with the stick-ball theory, it is also possible to allow multiple
hidden causes to act on a single can.

(b)

(a)

Figure 21. Nitro X. (a) Four dormant cans, as displayed in the experiment
described in the text. (b) A simultaneous explosion.
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Figure 22. Causal induction from temporal coincidences. The proportion
of people who identify the presence of a hidden cause increases with the
number of cans that explode simultaneously, in accord with the predictions
of the theory-based Bayesian model (data from Griffiths et al., 2004).
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where wi and ti are the weight and time associated with the ith
cause, respectively. This formulation generalizes the noisy-OR, as
each cause has an independent opportunity to produce the effect
(see Griffiths & Tenenbaum, 2005, for details).

The hypothesis space generated by this theory with NC % 4 is
shown in Figure 24. The ActivationTime of a HiddenCause hi is
indicated with a variable Hi, and the ExplosionTime of a Can ci

is indicated with a variable Ci. All cans can influence the explo-
sions of other cans, in a generalization of the bidirectional rela-
tionship between A and B shown in Graph 3 of the hypothesis
space for stick-balls (see Figure 17). Likewise, all cans are influ-
enced by a hidden cause. The only difference between the graphs
shown in Figure 24 is the configuration of the hidden causes,
determining which cans will be correlated in their explosion times.
The 15 graphs shown in the figure correspond to all partitions of
four objects into different sets, where the objects are cans and all
cans within a set share a hidden cause. The distribution over these
partitions is provided by the Chinese restaurant process.

This theory can be used to explain how people are able to
identify the causal sequence responsible for a particular set of
explosions. If we assume that s is much larger than 1, then
P(Graph 0) is greater than the probability of any other graph, and
the data provide only evidence in support of this conclusion.
Consequently, to simplify our analysis we will outline how it
proceeds just in Graph 0. Under this causal structure, the first
explosion is always the consequence of a hidden cause becoming

active and is hence spontaneous. There are two possible explana-
tions for each subsequent explosion occurring at a time appropriate
to its distance from previous explosions: that it occurred sponta-
neously, or that it was caused by those previous explosions. Under
this model a set of NC appropriately spaced explosions is much
more probable under a causal chain than a spontaneous explosion
(see Griffiths, 2005, Appendix D, for a detailed proof).

Identifying a set of explosions as the consequence of a single
hidden common cause requires evaluating the posterior distribu-
tion over causal graphical models. In particular, it requires con-
cluding that some structure other than Graph 0 is appropriate.
Using the variable Cj to indicate the explosion time of the jth can,
the theory in Figure 23 gives the probability of a simultaneous
explosion (Cj % t for all j, denoted C % t) under Graph i as

P"C ! t"Graph i# ! &NC"' exp("'t)#k,

where k is the number of hidden causes influencing cans in Graph i.
The &NC results from the requirement that the NC cans all explode
at that moment, while the remainder of the expression is the
probability that the k hidden causes become active at that moment
(and not before). Combining this probability with the prior defined
by the theory, as shown in Figure 24, gives

P"Graph 0"C ! t# !
*NC

#
j%0

NC+1
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Figure 23. Theory for coincidences in explosion times. ExplosionTime(C) is the time at which can C
explodes, and ActivationTime(H) the time at which a hidden cause becomes active. Cans can be caused
to explode by the hidden causes or by the explosion of other cans. , is the rate at which force propagates from
one explosion to the next.
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explosion was the result of something else, they were asked to
write in a description of what they thought had happened. The first
two trials showed chain reactions. On the third trial, participants
saw the simultaneous explosion of several cans, as shown in
Figure 21b, without the delays characteristic of pressure waves
propagating from one can to the next. The number of cans used in
the final trial was varied, to see whether this had an effect on
people’s inferences.

Over 95% of participants correctly identified the causal chain in
the first two trials. For the third trial, the responses of people who
chose the third option, that something other than a causal chain or
spontaneous explosion had occurred, were coded by two raters.
The proportion of participants identifying a hidden cause behind
the simultaneous explosion is shown in Figure 22. There was a
statistically significant effect of NC: The number of cans influ-
enced whether people inferred hidden causal structure, with most
people seeing two simultaneously exploding cans as independent
but six such cans as causally related. This provides a compelling
illustration of the fact that people are able to infer hidden causes
from small samples—in this case, only a single observation—as
well as a challenge for computational models: How might such an
inference be explained?

Theory-Based Causal Induction

We can explain people’s inferences about Nitro X within the
theory-based causal induction framework. There are two aspects of
these inferences that require explanation: how people were able to
identify the causal structure as a chain reaction in the first two test
trials, and how they were able to infer a hidden cause in the third
test trial. Both of these aspects of human behavior can be ac-
counted for as Bayesian inferences informed by the causal theory
sketched in Figure 23. The ontology used in this theory has much
the same structure as the theory for the stick-ball machine (see
Figure 16), with the key difference being that rather than having a
set of discrete trials, the time at which events occur is a continuous
quantity. There is also a connection between the plausible relations
and functional form assumed by the two theories, although there
are important differences that reflect the physical structure of the
two systems.

The plausible relations identified by the theory are defined using
the same schema as in the stick-ball theory, but they differ in their
probabilities. For Nitro X, we know that the explosion of a can is
able to cause the explosion of any other can, and that each can is
able to explode spontaneously. As a consequence, links exist
between the ExplosionTime of any two cans and between the

ExplosionTime of each can and the ActivationTime of some
hidden cause. As with the stick-ball theory, the hidden cause
responsible for each can is selected in proportion to the number of
other cans that are currently influenced by that cause.

The functional form assumed by the theory expresses the same
qualitative commitments as the theory of the stick-ball machine
but translates these commitments into a domain where time is
continuous. The ActivationTime of a hidden cause follows an
exponential distribution with parameter !, which is the continuous
limit of the case where a hidden cause activates on each trial with
probability !, as in the stick-ball theory.15 The distribution of the
ExplosionTime of cans is similar to the movement of balls, except
that the causal relationship between cans is subject to a further
constraint: that there should be a delay between explosions com-
mensurate with the distance between cans. As with the stick-ball
theory, the assumptions of the Nitro X theory are consistent with
those of Newtonian physics: Cans do not explode without a cause
and are likely to explode when such a cause manifests itself.

We use a continuous version of the noisy-OR to define the
distribution of the ExplosionTime of each can. The time at which
the can explodes is assumed to be the time of the first arrival in a
nonhomogeneous Poisson process. This process defines some rate
function "(t) indicating the mean rate of arrivals at each point in
time t, with the probability of the first arrival occurring at time t!

being

P#first arrival at t!$ ! "#t!$exp%&!
0

t!

"#t$dt', (9)

where the integral takes into account the probability of the event
not occurring before time t!. We define the rate function of the
Poisson process, "(t), to be a mixture of delta functions

15 Here, we assume that each hidden cause can become active only once
for any set of cans. This is not a necessary assumption—Griffiths et al.
(2004) explained these results using a model in which hidden causes could
have multiple activations. This assumption produces the same qualitative
predictions as our account, but requires more complex mathematical anal-
ysis. As with the stick-ball theory, it is also possible to allow multiple
hidden causes to act on a single can.

(b)

(a)

Figure 21. Nitro X. (a) Four dormant cans, as displayed in the experiment
described in the text. (b) A simultaneous explosion.
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Figure 22. Causal induction from temporal coincidences. The proportion
of people who identify the presence of a hidden cause increases with the
number of cans that explode simultaneously, in accord with the predictions
of the theory-based Bayesian model (data from Griffiths et al., 2004).
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where ! " s# exp{$#t}. This equation results from the fact that
Graph 0 requires NC hidden causes, and thus has posterior prob-
ability proportional to (s# exp{$#t})NC, with the term in the
denominator being a normalizing constant for the resulting
posterior distribution. The probability of the existence of
some hidden cause, being 1 – P(Graph 0!C " t), increases as
NC increases for any choice of s and #, and using ! " 12 produces
the predictions shown in Figure 22. These predictions correlate
with the experimental results at r " .97, with equivalently high
correlations being produced for similar values of !.

Alternative Accounts

Standard algorithms for learning causal graphical models cannot
explain these results. If we imagine that time is broken into
discrete intervals, and a can either explodes or does not explode in
each interval, then we can construct a contingency table for each
pair of cans. Statistical significance tests will identify pairwise
dependencies among all cans that explode simultaneously, pro-
vided appropriate numbers of nonexplosion trials are included. The
existence of a hidden common cause is consistent with such a
pattern of dependency. However, as a result of reasoning deduc-
tively from this pattern, the evidence for such a structure does not

increase with NC: A hidden common cause is merely consistent
with the pattern for all NC % 2.

This experiment also illustrates that people are willing to infer
hidden causal structure from very small samples—just one data
point—and from observations alone. Standard constraint-based
algorithms cannot solve this problem: While a hidden common
cause is consistent with the observed pattern of dependency, causal
structures in which the cans influence one another cannot be ruled
out without intervention information. People do not consider this
possibility because they have learned that the mechanism by which
cans influence one another has a time delay.

Summary

The analyses presented in this section show how spatial and
temporal data can be incorporated into our formal framework,
illustrated through consideration of how causal relationships can
be inferred from coincidences in space and time. Our theory-based
approach makes it clear that these cases differ from causal induc-
tion from contingency data only in the assumptions that they make
about the functional form of causal relationships, allowing these
relationships to be expressed in spatial and temporal properties of
the observed data as well as in the co-occurrence of cause and
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Figure 24. Hypothesis space for four cans of Nitro X. Ci indicates ExplosionTime(ci) for Can ci, while Hi

indicates ActivationTime(hi) for HiddenCause hi. The dependence of ExplosionTime(ci) on Explosion-
Time(cj) and Position(ci) is suppressed. s indicates the tendency for cans to have unique hidden causes, as
outlined in the theory shown in Figure 23.
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